
BY THE YEAR 2002, it is estimated that con-

sumers will buy more information appliances

than PCs.11 This new market includes small,

mobile, and ergonomic devices that provide

information, entertainment, and communica-

tions capabilities to consumer electronics, indus-

trial automation, retail automation, and medical

markets. These devices require complex elec-

tronic design and system integration delivered in

the short time frames of consumer electronics.

The system design challenge of at least the next

decade is the dramatic expansion of this spec-

trum of diversity and the shorter and shorter time-

to-market window. Given the complexity and the

constraints imposed on design time and cost, the

challenge the electronics industry faces is insur-

mountable unless a new design paradigm is

developed and deployed that focuses on design

reuse at all levels of abstraction and “correct-by-

construction” transformations. 

An essential component of a new system

design paradigm is the orthogonalization of

concerns (i.e., the separation of the various

aspects of design to allow more effective explo-

ration of alternative solutions). The pillars of the

design methodology that we have proposed

over the years are the separation between func-

tion (what the system is supposed to do) and

architecture (how it does it) and the separation

between computation and communication.

Function architecture codesign
The mapping of function to architecture is

an essential step from conception to imple-

mentation. In the recent past, the research and

industrial community has paid significant atten-

tion to the topic of hardware–software

(HW/SW) codesign and has tackled the fol-

lowing problem: how to coordinate. The prob-

lem we want to solve is coordinating the design

of the parts of the system to be implemented as

software and the parts to be implemented as

hardware, avoiding the HW/SW integration

problem that has marred the electronics system

industry for so long. We believe that worrying

about HW/SW boundaries without considering

higher levels of abstraction is the wrong

approach. HW/SW design and verification hap-

pen after some essential decisions have already

been made, thus making the verification and
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the synthesis problem difficult. SW is really the

form that a given piece of functionality takes if

it is “mapped” onto a programmable micro-

processor or digital signal processor. The origin

of HW and SW is in behavior that the system

must implement. The choice of an “architec-

ture” (i.e., a collection of components that can

be software programmable, reconfigurable, or

customized) is the other important step in

design (see Figure 1). 

Communication-based design
The implementation of efficient, reliable, and

robust approaches to the design, implementa-

tion, and programming of concurrent systems is

essential. In any large-scale embedded systems

design methodology, concurrency must be con-

sidered as a first-class citizen at all levels of

abstraction and in both hardware and software. 

Concurrency implies communication among

components of the design. Communication is

too often intertwined with the behavior of the

design components, so that it is very difficult to

separate the two domains. Separating commu-

nication and behavior is essential to dominate

system design complexity. In particular, if in a

design component behaviors and communica-

tions are intertwined, it is very difficult to reuse

components, since their behavior is tightly

dependent on the communication mechanisms

with other components of the original design. In

addition, one can describe communication at

various levels of abstraction, thus exposing the

potential of implementing communication

behavior in many different forms according to

the available resources. Today, this capability is

rarely exploited. 

Formal models
We have promoted the use of formal models

and transformations in system design so that ver-

ification and synthesis can be applied to advan-

tage in the design methodology (see Balarin et

al.1). Further, the concept of synthesis can be

applied only if the precise mathematical mean-

ing of a design description is applied. It is then

important to start the design process from a high-

level abstraction that can be implemented in a

wide variety of ways. The implementation

process is a sequence of steps that removes free-

dom and choice from the formal model. In other

words, the abstract representation of the design
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should “contain” all the correct implementations

in the sense that the behavior of the implemen-

tation should be consistent with the abstract

model behavior. Whenever a behavior is not

specified in the abstract model, the implicit

assumption is that such behavior is a “don’t-care”

condition in the implementation space. In other

words, the abstract model is a source of nonde-

terministic behavior, and the implementation

process progresses toward a deterministic sys-

tem. It is important to underline that far too often,

system design starts with a system specification

that is burdened by unnecessary references to

implementations, resulting in overdetermined

representations with respect to designer intent

that obviously yield underoptimized designs. 

In the domain of formal models of system

behaviors, it is common to find the term Model

of Computation (MOC), an informal concept

that has its roots in language theory. This term

refers more appropriately to mathematical

models that specify the semantics of computa-

tion and of concurrency. Concurrency models

are the most important differentiating factors

among MOCs. Buck et al.2 have stressed very

well the importance of expressing designs so as

to use all MOCs or at least the principal ones,

thus yielding a so-called heterogeneous envi-

ronment for system design. In Buck et al.’s

approach to simulation and verification, assem-

bling a system description out of modules rep-

resented in different MOCs reduces to the

problem of arbitrating communication among

the different models. However, the concept of

communication among different MOCs still

needs to be carefully explored and understood

from a synthesis and refinement viewpoint. 

This difficulty has motivated our approach to

communication-based design in which com-

munication takes the driver’s seat in system

design.10 In this approach, communication can

be specified somewhat independently of the

modules that compose the design. In fact, two

approaches can be applied here. In the first case,

we are interested in communication mecha-

nisms that “work” in any environment (i.e., inde-

pendently of the formal models and

specifications of the components’ behavior).

This is a very appealing approach if we look at

the ease of component assembly. It is, however,

rather obvious that we may end up with an

implementation that is overly wasteful, espe-

cially for embedded systems for which produc-

tion cost is very important. A more optimal (but

less modular) approach is to specify the com-

munication behavior and then to refine jointly

one side of the communication protocol and the

behavior that uses it in order to exploit knowl-

edge of both to improve the efficiency of the

implementation. Here, a synthesis approach is

most appealing, since it reduces the risk of mak-

ing mistakes, and it may use powerful optimiza-

tion techniques to reduce design cost and time. 

Communication and time representation in

an MOC are strictly intertwined. In fact, in a syn-

chronous system, communication can take

place only at precise “instants of time,” thus

reducing the risk of unpredictable behavior.

Synchronous systems are notoriously more

expensive to implement and often perform

poorly, thus opening the door to asynchronous

implementations. In the latter case, that is often

the choice for large system design; particular

care has to be exercised to avoid undesired

and unexpected behaviors. The balance

between synchronous and asynchronous

implementations is possibly the most challeng-

ing aspect of system design. We argue that glob-

ally asynchronous, locally synchronous (GALS)

communication mechanisms are probably a

good compromise in the implementation

space.1 Our group’s research in the last few

years has addressed the above problems and

allowed us to define a full design methodology

and a design framework, called Polis,1 for

embedded systems. The methodology that we

have proposed is based on the use of a formal

and implementation-independent MOC, called

codesign finite-state machines (CFSMs). CFSMs

are finite-state machines extended with arith-

metic data paths and communicating asyn-

chronously over signals. Signals carry events

that are buffered at the receiving end and are

inherently unidirectional and potentially lossy

(in case the receiver is not fast enough to keep

up with the sender’s speed). The CFSM model

is GALS, since every CFSM behaves synchro-

nously locally following finite-state machine

semantics, while the interaction among CFSMs

is asynchronous from a system perspective. 
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However, the view of communication in

CFSMs is still at a level of abstraction that is too

low. We would like to be able to specify abstract

communication patterns with high-level con-

straints that are not yet implying a particular

model of communication. For example, it is our

opinion that an essential aspect of communica-

tion is the guarantee of reception of all the infor-

mation that has been sent. We argue that there

must exist a level of abstraction that is high

enough to require that communication takes

place without loss. The synchronous–asynchro-

nous mechanism, the protocols used, and so on

are just implementation choices that either guar-

antee no loss or have a good chance of ensuring

that no data are lost where it matters (but that

need extensive verification to make sure that this

is, indeed, the case). For example, Kahn process

networks6 guarantee no loss at the highest level

of abstraction by assuming an ideal buffering

scheme that has unbounded buffer size. Clearly,

the unbounded buffer size is a “nonimple-

mentable” way of guaranteeing no loss. When

moving toward implementable designs, this

assumption has to be removed. A buffer can be

provided to store temporarily the data that are

exchanged among processes, but it must be of

finite size. The choice of buffer size is crucial.

Unfortunately, deciding whether a finite-buffer

implementation exists that guarantees no loss is

not theoretically feasible in the general case, but

there are cases for which an optimal buffer size

can be found.2 In other cases, one has to hope

for the best for buffer overwrite not to occur or

has to provide additional mechanisms that,

when composed with the finite-buffer imple-

mentation, still guarantee that no loss takes place

(for example, a request/acknowledge protocol).

Note that in this case, the refinement process is

quite complex and involves the use of compos-

ite processes. Today, there is little that is known

about a general approach to communication

design that has some of the features that we have

exposed. 

Models of computation 
We argued above that a mathematical

model is an essential ingredient of a sound sys-

tem-level design methodology, because it

allows one to do the following: 

1. unambiguously capture the required func-

tionality and other nonfunctional con-

straints (e.g., performance, cost, power

consumption, and quality of service) 

2. verify the correctness of the functional spec-

ification with respect to its desired proper-

ties (e.g., satisfaction of temporal logic

properties or expected simulation behav-

ior) 

3. synthesize part of the specification onto the

chosen architectural and communication

resources or manually refine it and verify

the correctness of the refinement 

4. use different tools, all understanding (pos-

sibly different aspects of) the model 

In the rest of this section, we will discuss and

compare some of the main MOCs that have

been used for system design. 

System-level MOCs usually describe the sys-

tem as a hierarchical collection of processes

(also called blocks, actors, tasks, or transitions),

communicating by means of events (also

called tokens) carried by signals (also called

channels). We will informally classify them (see

Edwards et al.4 for a more formal treatment)

based on how the behavior of each process is

specified, how processes communicate, how

an interconnection of processes can be com-

posed into a single process (compositionality),

and how each MOC can be implemented and

validated. 

Discrete event 
Communication in the discrete event (DE)

model is by lossless multiple-writer, single-read-

er signals that carry globally ordered, time-

tagged events between processes. Since DE is

the only MOC that explicitly represents time, it

is well-suited to model implementations and to

be simulated. 

Process behavior is usually specified by

means of a sequential language. Each process is

executed when it receives input events and pro-

duces output events with the same (zero delay)

or a larger time tag. The order of execution of

multiple processes that have events at the same

5April–June 2000



time is unspecified. Different DE simulators

resolve this problem in different manners. The

very high density logic simulation model tries to

cope with the simultaneous event problem by

forbidding zero-delay output events and insert-

ing an infinitesimal minimum delay (“delta”).

While this mechanism ensures deterministic

behavior, it does not prevent Zeno behaviors, in

which real time does not advance and an infinite

sequence of delta times is produced. Note that if

another mechanism is used to resolve simulta-

neous event scheduling, the behavior of the DE

model may be different. Thus, in case of simulta-

neous events, the DE model is ambiguous. 

Compositionality allows one to package a

DE network into a single process that can be

executed within another DE network. 

Implementation is very inefficient, since it

can be achieved only by implementing the

scheduler of the DE simulator on top of the

basic DE model. Only this process guarantees

identity between simulated and implemented

behavior and removes ambiguity due to simul-

taneity. Hence, DE models are usually derived

from other, synthesizable MOCs and used only

for the purpose of functional and performance

verification by simulation. 

Data flow process networks
Communication is by lossless single-reader,

single-writer channels that carry locally (i.e., on

each FIFO channel) ordered tokens between

processes. 

Process behavior in a data flow (DF) net-

work (a special case of a Kahn process net-

work6) is specified as a sequence of firings of

each process (called “actor”). During each

atomic firing, the process consumes tokens,

executes some behavior usually specified in a

sequential language,2 and produces tokens.

The number of tokens required on each input

channel for a firing and produced on each out-

put channel can either be fixed, thus yielding

the static DF model, or be dynamically chosen

before each firing. A process cannot test input

channels for the presence of enough tokens for

a firing, and this blocking read constraint

ensures deterministic behavior (a special case

of Kahn’s “continuity”) regardless of the firing

order of actors. The only constraint to be satis-

fied when executing a DF network is, of course,

the partial order imposed by token produc-

tion/consumption. Note that DF does not rep-

resent time explicitly and, hence, does not

overconstrain implementation by capturing

only a relative order among computations. 

Compositionality is not satisfied by a DF net-

work, since an interconnection of actors, when

packaged as an actor, behaves differently from

the unpackaged version. 

Implementation can be very efficient, both in

software and in hardware, due to the freedom of

choosing the firing order of actors that is ensured

by the partial order constraints and determinis-

tic behavior guarantee. The only problem is due

to the potentially unbounded growth of queues

required to implement lossless communication.

As we will further discuss below, this can be

achieved by static scheduling and sizing (only

for static DF) or by imposing a maximum size on

queues (introducing possible deadlocks). 

Petri nets
Communication is by lossless multiple-read-

er, multiple-writer unordered channels (called

places) that carry tokens between processes

(called transitions). 

Process behavior is not specified in uninter-

preted Petri nets (PNs) and is represented by

only named transitions. A transition can fire

when it has a fixed, prespecified number of

tokens in its input places. If it fires, it consumes

those input tokens and produces a fixed num-

ber of tokens on its output places. Since places

have multiple readers, one transition can dis-

able another one by removing the tokens from

a shared input place. At the most abstract level,

the behavior of a PN is given only by the

sequence of transition firings that its structure

and initial token content allow. Other models,

such as colored PNs, attach values to tokens

and more complex (but always atomic firing-

based) behavior to transitions. However, for

only basic classes of PNs (marked graph, free

choice), the question of executability with

finite queues can be answered. For more pow-

erful models, it becomes undecidable. 

Compositionality is also not satisfied by PNs,

similarly to DF networks. 

Implementation does not have a meaning
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for uninterpreted PNs, while it has been exten-

sively explored for more expressive classes,

both as asynchronous hardware and as soft-

ware. However, PNs (like DE) remain mostly an

analysis model, to which other MOCs are trans-

lated in order to exploit an impressive body of

research on efficient partial order and algebra-

ic analysis methods. 

Synchronous finite-state machines
Communication is by shared variables that

are written and read in zero time. Both compu-

tation and communication happen instanta-

neously at discrete time instants (“clock

instants”). 

Process behavior is specified by a finite

labeled transition system. Each transition

between a pair of states is labeled with the value

of input variables required for executing it and

the value of output variables that it produces.

“Mealy” outputs are written immediately, while

“Moore” outputs are written at the next time

instant. Of course, Mealy outputs can cause

severe consistency problems when there is a

cyclic dependency between variables in multi-

ple FSMs. For example, consider two FSMs: one

requiring that a Boolean output A is the nega-

tion of a Boolean input B, and another requir-

ing that B is equal to A. On the other hand,

purely Moore FSMs are often too cumbersome

to use in practice. FSMs are often “extended” by

describing compactly the sets of transitions

using arithmetic, relational, and logical expres-

sions on Boolean, integer, and real variables.

Hierarchical graphical or textual FSMs5 are also

very popular, because they can compactly rep-

resent a very complex control behavior. 

Compositionality is relatively easy to

achieve, since an interconnection of FSMs can

be composed synchronously to yield a single

product machine (that is, another FSM). 

Implementation is a strong point of FSMs,

especially as synchronous hardware. However,

they assume zero computation and communi-

cation delay that makes heterogeneous imple-

mentation of multirate specifications either very

difficult or very inefficient. (Delays are zero only

conceptually. In practice, they must be negligi-

ble with respect to the time quantum or “clock

tick.”) However, within “synchronous” islands,

very powerful compilation techniques exist to

optimally map FSMs onto Boolean and sequen-

tial gates or software code, to verify their behavior

by model checking and simulation, and so on. 

Asynchronous finite-state machines
Communication is by lossless channels that

cause a pair of transitions of the communicat-

ing FSMs to occur simultaneously (mathemati-

cally, they can be considered as zero-capacity

channels). Apart from this synchronization via

channels (called rendezvous), two asynchro-

nous FSMs never execute a transition at the

same time (asynchronous interleaving). 

Extended FSMs underlying the SDL language

are also asynchronous, but communicate via a

single unbounded FIFO queue for each

process, rather than via rendezvous. 

Process behavior is similar to the synchro-

nous case, but composition is not a problem,

since only transitions synchronized via chan-

nels occur “in zero time,” and all other transi-

tions are “independent,” since they occur in

different FSMs. 

Compositionality is by construction of a

product labeled transition system (slightly dif-

ferent than in the synchronous case and always

well-defined). 

Implementation is easier than in the syn-

chronous case for multirate specifications or

heterogeneous architectures, but it is made

somehow problematic by the need to atomi-

cally synchronize communicating transitions.

Correct implementation of rendezvous on a dis-

tributed architecture can be very costly, unless

special hardware support is provided (e.g., by

the Transputer processor family). 

Mixed control/data flow specifications 
Embedded systems specifications, especial-

ly in networking and multimedia applications,

usually consist of a mix of control functions and

data processing and therefore are called het-

erogeneous. In particular, they include: 

� functions that perform intensive data pro-

cessing (e.g., encryption, filtering, and cod-

ing) and are applied, often at regular and

short time intervals, on incoming streams of

data 
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� functions that control the operations of the

data processing components dictating when

they are to be executed and how (e.g., by

updating some computation parameters) 

None of the MOCs we described in the pre-

vious sections addresses the basic dichotomy

between control and data flow, which in the

common design practice are still considered as

separate domains and handled with different

design tools and methodologies. On one side,

control is efficiently specified and synthesized

using various flavors of FSM-based models (e.g.,

SDL used to derive software implementations of

telecommunication protocols and synchronous

extended FSMs for hardware synthesis). Control,

moreover, is generally easier to understand in

synchronous terms, despite its inefficiency for

heterogeneous implementation. On the other

side, data computations can be efficiently spec-

ified and synthesized using DF networks, as it is

demonstrated by well-known code generation

techniques for digital signal processors. DF mod-

els can, in fact, explicitly represent concurren-

cy, which is instead very expensive to extract

from sequential programs. 

In applications like multimedia and commu-

nication systems, in which control and DF com-

ponents closely interact, it is essential to use a

model that can represent the entire system spec-

ification and allows one to carry on analysis and

optimizations across the boundary of the two

domains. For example, error control functions

in communication protocols can be imple-

mented either by adding redundancy to the

transmitted data (this requires additional data

processing) or by using control messages (like

explicit acknowledgment and retransmission).

Recently, several authors have tackled this

problem by proposing hybrids between asyn-

chronous and synchronous FSMs, DF networks

and FSMs, and so on.1,3,7 While formally all these

models are equally expressive (all have the

power of Turing machines), the main differen-

tiator between them will be how suitable they

are for the following: 

� compact representation of practical designs,

from the broadest possible application

domains 

� synthesis, scheduling, and communication

refinement 

� simulation and formal verification (e.g.,

abstraction and model checking) 

The abstract CFSM (ACFSM) model that we

define in the next section, and its refinement

into extended CFSMs (ECFSMs) also attack the

same issue. Differently from most of the exist-

ing approaches, they use a homogeneous

framework and rely on communication refine-

ment to tailor the implementation to the

required performance, cost, and quality-of-ser-

vice constraints. 

Abstract codesign finite-state
machines 

ACFSM is a formal model that allows one to

represent embedded systems specifications,

involving both control and DF aspects, at a high

level of abstraction. It consists of a network of

FSMs that communicates asynchronously by

means of events (that at the abstract level

denote only partial ordering, not time) over

lossless signals with FIFO semantics. ACFSMs

are a GALS model: 

� the local behavior is synchronous (from its

own perspective), because each ACFSM

executes a transition by producing an out-

put reaction based on a snapshot set of

inputs in zero time 

� the global behavior is asynchronous (as

seen by the rest of the system), since each

ACFSM detects inputs, executes a transition,

and emits outputs in an unbounded but

finite amount of time 

The asynchronous communication among

ACFSMs over an unbounded FIFO channel: 

� supports a (possibly very nondeterministic)

specification in which the execution delay

of each ACFSM is unknown a priori and,

therefore, is not biased toward a specific

hardware/software implementation 

� decouples the behavior of each ACFSM from

the communication with other ACFSMs. The

communication can then be designed by

refinement independently from the func-
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tional specification of the ACFSMs, as we

will show later.

Single ACFSM behavior
A single ACFSM describes a finite-state con-

trol operating on a DF. It is an extended FSM, in

which the extensions add support for data han-

dling and asynchronous communication. 

An ACFSM transition can be executed when

a precondition on the number of present input

events and a Boolean expression over the val-

ues of those input events are satisfied. During a

transition execution, an ACFSM first atomical-

ly detects and consumes some of the input

events, then performs a computation by emit-

ting output events with the value determined

by expressions over detected input events. A

key feature of ACFSMs is that transitions, in gen-

eral, consume multiple events from the same

input signal and produce multiple events to the

same output signal (multirate transitions). Next,

we formally define an ACFSM. 

An ACFSM is a triple A = (I, O, T): 

� I = {I1, I2, ... IN} is a finite set of inputs. Let i j
i

indicate the event that at a certain instant

occupies the jth position in the FIFO at input

Ii. 

� O = {O1, O2, ... OM} is a finite set of outputs. Let

o j
i indicate the jth event emitted by a transi-

tion on output Oi. 

� T ⊆ {(IR, IB, CR, OR, OB)} is the transition

relation, where: 

1. IR is the input enabling rate, IR = {(I1, ir1), (I2,

ir2), ..., (IN, irN) | 1 ≤ n ≤ N, In ∈ I, irn ∈ N (i.e., irn

is the number of input events from each input

In that are required to trigger the transition). 

2. IB is a Boolean-valued expression over the

values of the events {i j
i}, 1 ≤ i ≤ N, 1 ≤ j ≤ iri

that enable the transition. 

3. CR is the input consumption rate, CR = {(I1,

cr1), (I2, cr2), ..., (IN, crN) | 1 ≤ n ≤ N, In ∈ I, crn ∈
N, crn ≤ irn ≤ crn = I ALL

n }, i.e., crn is the number

of input events consumed from each input.

The number of events that is consumed

should be not greater than the number of

events that enabled the transition. It is also

possible to specify, by saying that crn = I ALL
n ,

that a transition resets a given input, i.e., it

consumes all the events in the correspond-

ing signal (that must be at least as many as

those enabling the transition). 

4. OR is the output production rate, OR = {(O1,

or1), (O2, or2), ..., (OM, orM) | 1 ≤ m ≤ M, Om ∈
O, orm ∈ N} (i.e., orn is the number of output

events produced on each output On during

a transition execution). 

5. OB is a set of vectors of expressions that deter-

mines the values of the output events, one

vector per output with orn > 0 and one ele-

ment per emitted event {o j
i},1 ≤ i ≤ N,1 ≤ j ≤ ori

Note that signals that are at the same time

input and output, and for which a single event

is produced and consumed at each transition,

act as implicit state variables of the ACFSM. 

If several transitions can be executed in a

given configuration (events and values) of the

input signals, the ACFSM is nondeterministic and

can execute any one of the matching transitions.

Nondeterminism can be used at the initial stages

of a design to model partial specifications, later

to be refined into a deterministic ACFSM. 

ACFSMs differ from DF networks in that

there is no blocking read requirement (i.e.,

ACFSM transitions, unlike firings in DF net-

works, can be conditioned to the absence of

an event over a signal). Hence, ACFSMs are

also not continuous in Kahn’s sense6 (the

arrival of two events in different orders may

change the behavior). Another difference with

DF models is that ACFSMs can “flush” an input

signal to model exception handling and reac-

tion to disruptive events (e.g., errors and reini-

tializations). A DF actor cannot do so, since

when the input signal has been emptied, the

actor is blocked while waiting for the signal,

rather than proceeding to execute the recov-

ery action. 

A difference from most FSM-based models

is the possibility to use multirate transitions to

represent production and consumption of

events over the same signal at different rates

(e.g., images produced line by line and con-

sumed pixel by pixel). 
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A simple example 
Consider the filter shown in Figure 2. It fil-

ters a sequence of frames by multiplying all

the pixels of a frame by a coefficient. At the

beginning of each iteration, it receives the

number of lines per frame and pixels per line

from the input signal in and the initial filtering

coefficient (used to multiply the pixels) from

the input signal coef. Then, it receives a frame

(i.e., a sequence of lines of pixels) from in,

possibly interleaved with new coefficient val-

ues (if it must be updated) from coef. The fil-

tered frame is produced on the output signal

out. The primitives read(in, n) and write(out,

n) consume and produce n events from sig-

nal in and out, respectively, and present(coef,

n) returns true if n events are available on sig-

nal coef.

The filter can be modeled by an ACFSM as

follows: (prod(v, s, n) multiplies a vector v of n

values by a scalar s, and “⇐” is a shorthand to

represent writing to state feedback signals,

which are also omitted for simplicity from IR

and OR, where they always have rate 1): 

� IR = CR = {(in, 2), (coef, 1)}, IB = (state = 1),

OR = {}, OB = {(nlines, npix) ⇐ read(in, 2),

line ⇐ 1, k ⇐ read(coef, 1), state ⇐ 1} 

� IR = CR = {(in, npix)}, IB = (state = 2 ^ line <

nlines), OR = {(out, npix)}, OB = {write(out,

prod(read(in, npix), k, npix), npix), state ⇐
2, line ⇐ line + 1} 

� IR = CR = {(in, npix)}, IB = (state = 2 ^ line =

nlines), OR = {(out, npix)}, OB = {write(out,

prod(read(in, npix), k, npix), npix), 

state ⇐ 1} 

� IR = CR = {(coef, 1)}, IB = (state = 2), 

OR = {}, OB = {k ⇐ read(coef, 1), state ⇐ 2}

Network of ACFSMs 
An ACFSM network is a set of ACFSMs and

signals. The topology of the network, as for DF

networks, simply specifies a partial order on the

execution of the ACFSMs. Initially, the time

required by an ACFSM to perform a state transi-

tion is not specified, hence each ACFSM cap-

tures all its possible hardware (with or without

resource-sharing constraints) and software (gen-

erally, with CPU-sharing constraints) imple-

mentations. The ACFSM model is fully

implementation-independent, but, as a conse-

quence, it is highly nondeterministic. 

The nondeterminism present in ACFSMs is

resolved only after an architectural mapping

(implementation) is chosen. An architectural

mapping in this context means: 
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Producer

Controller

Filter ConsumerCoeff

In (nlines, npix, pixels)

Out (pixels)

input byte in, coef;
output byte out;
int nlines, npix, line, pix;
byte k;
int buffer [];
forver {
   (nlines, npix) " read (in, 2)
   k = read (coef, 1);
   for (line = 1; line <= nlines; line++) {
     if (present(coef, 1)) k = read (coef, 1);
     buffer = read (in, npix);
     for (pix = 1; pix <= npix; pix++)
       buffer[pix] = buffer[pix] = k;
     write (out, buffer, npix);
   }
}

Figure 2. Filter example.



� a set of architectural and communication

resources (e.g., CPUs, ASICs, and buses) 

� a mapping from ACFSMs to architectural

resources and from signals to communica-

tion resources 

� a scheduling policy (static or dynamic) for

shared resources 

Once an architectural mapping is selected

for a network of ACFSMs, the computation

delay for each ACFSM transition can be esti-

mated with a variety of methods, depending on

how the trade-off between speed and accuracy

is solved.1

Annotating the ACFSM transitions with such

delay estimates defines a global order of exe-

cution of the ACFSM network that has now

been “refined” into DE semantics. At this level,

the designer can verify, by using a DE simula-

tor,1 if the mapped ACFSM network satisfies not

only functional but also performance and cost

requirements. 

Refining ACFSMs 
Abstract CFSMs communicate asynchro-

nously by means of events, transmitting and

receiving data over unbounded communica-

tion channels with FIFO semantics. This

abstract specification defines for each channel

only a partial order between the emission and

the reception of events and therefore must be

refined to be implemented with a finite amount

of resources. 

Communication refinement 
To implement an abstract communication,

it is necessary to design a protocol that satisfies

the functional and performance requirements

of the communication and can be implement-

ed—at a minimum cost in terms of power, area,

delay, and throughput.

A protocol consists of the set of control mes-

sages and data units that are exchanged

between the communicating entities and the

set of rules that define when they are emitted

and received. Communication in our approach

is refined through several levels of abstraction,

starting from a functional specification and a

set of requirements, until the final implemen-

tation, by applying a sequence of refinement

steps such that each step preserves the original

behavior and constraints are propagated in a

top-down fashion. 

The amount of data that should be correctly

received is one requirement. A communication

mechanism is called lossless if no data (in the

form of events) are lost over the communication

channel during any system execution and is

called lossy otherwise. The specification require-

ments dictate if the communication must be loss-

less or lossy and, if lossy, how much loss is

acceptable. This parameter is usually given as the

maximum acceptable value for the ratio between

the number of losses over the total amount of

data emitted. Data can be lost either because of

the poor quality of the physical channel (e.g.,

due to noise or interference) or because of the

limited amount of resources in the implementa-

tion (e.g., the receiver is slow and does not have

enough memory to store the incoming data). In

the first case, the problem is usually overcome by

the definition of a robust protocol that (proba-

bilistically) guarantees correctness of received

data by means of retransmissions or coding tech-

niques for error correction. In the second case,

the solution, as discussed below, is to use a suffi-

cient amount of resources or an appropriate pro-

tocol to meet the requirements. 

The throughput and the latency in the arrival

of the data to the destination are key require-

ments, especially in the design of protocols for

real-time applications (e.g., real-time video or

audio) that require that incoming video frames

and audio samples are received and processed

at regular intervals. 

Extended codesign FSMs 
At the ACFSM level, the specification includes

the topology of the network and the functional

behavior of each module, while the protocols

that implement the communication require-

ments are still undefined. To optimally design a

protocol for each communication channel, it is

necessary to use a model, or set of models, that

allows one to capture different algorithmic solu-

tions and evaluate their implementation costs in

terms of memory (e.g., size of the queues),

speed (e.g., latency and throughput of a bus

communication), and power (e.g., number and

rate of emitted signals). 

11April–June 2000



For this reason, we introduce the ECFSM

model that “implements” the ACFSM model,

defined in the previous section. ECFSMs are

obtained from the ACFSMs simply by refining

infinite-size queues to implementable finite-size

queues. The event-based communication

semantics, as well as the rules for the execution

of ECFSM transitions, are the same as in the

ACFSM model. 

ECFSMs have input queues of finite size, and

write operations can be either blocking or non-

blocking (on a channel-by-channel basis). In

the latter case, every time a queue is full and

new data arrive over the channel, the previ-

ously stored data are lost (overwritten).

(Traditional CFSMs1 are a special case of

ECFSMs, in which the queues have a length of

one.) To avoid this scenario, it is often sufficient

to use a longer queue. When the average pro-

duction rate of the sender is greater than the

average consumption rate of the receiver, there

exists no finite-queue solution guaranteeing no

loss. The problem of checking if there exists a

lossless implementation with bounded queues,

which has been solved using static or quasi-sta-

tic scheduling algorithms for Synchronous Data

Flow networks2 and Free-Choice Petri Nets,9 is

undecidable in general for the ECFSM model.

Therefore, to implement lossless communica-

tion in a given ECFSM network when a queue

is full, it is necessary to define an additional

mechanism that blocks the sender until the

queue again has enough space for new incom-

ing data. This can be achieved by means of

either a handshake protocol (consisting of

explicit events carrying the sender request for

an emission and the receiver acknowledgment

that new data can be accommodated in the

queue) or scheduling constraints (which

ensure that the sender is scheduled for execu-
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Figure 3. Intercom protocol stack station.



tion only when the queue at the receiver has

enough space).

Depending on the requirements of data loss-

es, ACFSMs are refined into either lossy ECFSMs

(in which queues are eventually overwritten

when they are full) or lossless ECFSMs (in

which overwriting is prevented by a blocking

write protocol or scheduling constraints). 

The actual size of the queues should be

determined by evaluating the cost of different

implementations that satisfy the communica-

tion requirements with respect to the amount

of data losses (if any) as well as latency and

throughput. For example, large-size queues

mean high throughput due to the higher level

of pipelining that can be achieved by sender

and receiver, but they are also expensive in

terms of area. Small-size queues reduce the

area but decrease the throughput, as the sender

is blocked more often, and increase power con-

sumption (more frequent request and acknowl-

edgment messages). 

Application: a wireless protocol 
Intercom8 is a wireless single-cell network con-

sisting of a number of remote terminals that allow

users to communicate by voice. The network is

coordinated by a unit, called base station, that

handles user service requests (e.g., to establish a

connection) and solves the shared wireless medi-

um access problem by using a time division mul-

tiple-access (TDMA) scheme and assigning the

slots to the communicating users. 

Figure 3 describes the Intercom protocol

stack, which is composed of the following lay-

ers. The User Interface Layer interacts with the

users and forwards to lower layers the user ser-

vice requests and (logarithmically quantized)

voice samples. The Transport Layer takes care

of message retransmission until acknowledg-

ment reception. The media access control

(MAC) layer implements the TDMA scheme,

keeping within internal tables the information

on which action (transmit, receive, or standby)

the terminal should take at each slot. The Error

Control Layer applies the Cyclic Redundancy

Check algorithm to the incoming and outgoing

streams of data and, if it detects an error, dis-

cards the incorrect packet. The Synchroniza-

tion Layer extracts from the received bitstream

the frame and slot synchronization patterns and

notifies the MAC of the beginning of a new slot.

The Physical Layer includes computation-inten-

sive bit-level data processing functions (e.g.,

modulation and timing recovery). 

The Intercom protocol specification

includes both data processing and control

functions. It includes computation-intensive

functions (e.g., error control and logarithmic

quantization) that are applied to the flows of

data samples and service request/acknowl-

edgment messages, both in transmission and

reception. Control functions include time-

dependent and data-dependent control. The

first type is used at the MAC layer, in which the

processing and the transmission (or reception)

of DFs are enabled using a time-based (TDMA)

resource-sharing mechanism. Error control is

instead a data-dependent control function,

since it enables some actions (e.g., discarding a

packet), depending on the result of computa-

tion on the incoming data. 

This mix of control-intensive and data-inten-

sive aspects, often in the same functional layer,

means that no design approach that separates

the two will provide clear and concise specifi-

cation of the functionality or synthesis and opti-

mization capabilities. Hence, we have first

modeled the protocol stack specification as a

network of ACFSMs (one for each functional

block in Figure 3). Then, starting from the com-

munication requirements and taking into

account the assumptions on the behavior of the

environment (e.g., on the rates and patterns of

the input events), we have refined the ACFSMs

into implementable ECFSMs and selected a

communication protocol for each channel

(currently, this step is manual, but we are

exploring ways of automating it). 

Since high-quality voice communication

requires that no data are lost within the proto-

col stack due to buffer overflow, we have

refined ACFSMs into lossless ECFSMs.

Additional timing requirements are imposed by

the TDMA policy (e.g., data transmission can

occur only within certain TDMA slots).

Environmental assumptions concern the occur-

rence of Voice samples (periodic at 64 kbps)

and Rx_data (bitstream at 1.6 Mbps). Let us

consider in detail the behavior of a fragment of
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the protocol stack. Incoming voice samples are

first processed by the Mulaw and sent to the

CRC module that at the assigned transmission

slots is enabled by the MAC. The CRC input

FIFO shapes the data stream and makes it

bursty to fit the TDMA slot allocation pattern. In

this case, the read and write operations from

the queue occur at regular times, therefore the

size of this FIFO can be easily computed (500

bytes) from input/output rates and slot size. 

If we used the classical CFSM model instead

of ACFSM, we would have to represent each

FIFO as a CFSM. A CFSM of type FIFO calls, on

occurrence of external events, internal read and

write functions that access an “internal” memo-

ry in FIFO manner. This implies that the CFSM at

the receiver end of the channel has to explicitly

make a request (in the form of an event) for new

data as soon as it can process the data. Instead,

using ACFSMs, the input FIFOs are directly

accessed by the receiver ACFSM, thus avoiding

unnecessary and often costly overhead. 

Finally, we have compared the design of the

Intercom using our ACFSM-based methodology

with a design of the same specification follow-

ing an SDL-based approach. The overall design

process turned out to be fast and effective using

ACFSMs. Their capability of modeling both con-

trol and DF components independently from

the final implementation (together with the pos-

sibility of mapping the unbiased functional

specification into a number of different imple-

mentations) has significantly eased the design

process and allowed a broader design explo-

ration (as described in Sgroi et al.8). 

IN THIS ARTICLE, we argued that a formal MOC

is an essential ingredient of a sound and effec-

tive procedure for system-level design. The

main MOCs that are currently used for system-

level design generally address either simulation

or synthesis, either hardware or software imple-

mentations, and either control-dominated or

data-dominated applications. While this spe-

cialization can be desirable at the user-visible

level and can lead to better optimization capa-

bilities for a specific area or implementation tar-

get, in general a single MOC also has desirable

properties. 

In particular, a nonbiased MOC is useful in

all those cases in which the distinction between

control and DF is blurred, so that optimizations

across the boundary are essential to achieve an

efficient implementation. It should also have a

very abstract notion of communication that

allows an efficient implementation strategy.

Based on these premises, we presented a new

MOC in which a finite-state control coordinates

multirate transitions and data-intensive com-

putations. We described how a specification

using ACFSMs can be refined, by queue sizing

and static scheduling, until communication

becomes implementable. �
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